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Introduction

This document describes the design, implementation and user guide of NMS Server Replication procedure for Client. The system has been designed to keep Client NMS server requirements in mind. 

The essential idea is to have redundant NMS Server in case of failover situation, so that the operators can quickly move to the redundant server without losing any data.

The document briefly talks about the SQL Server replication terminology, for detailed information please refer to books on SQL Server Replication or visit MSDN site. 

In order to achieve this goal with SQL Server 2000 as a backend server the Merge Replication option was adapted.

What is Replication: Replication is a set of solutions that allow you to copy, distribute, and potentially modify data across your enterprise. SQL Server 2000 includes several methods and options for replication design, implementation, monitoring, and administration to give you the functionality and flexibility needed for distributing data and maintaining data consistency.

What is Merge Replication: Before we talk about what is merge replication, we need to get familiar with some minimal terminologies in Replication Model.

Replication Model

Microsoft SQL Server 2000 replication uses a publishing industry metaphor to represent the components and processes. The model is composed of the following: Publisher, Distributor, Subscribers, Publications, articles, and subscriptions.

There are also several replication processes that are responsible for copying and moving data between the Publisher and Subscriber. These are the Snapshot Agent, Distribution Agent, Log Reader Agent, Queue Reader Agent, and Merge Agent. 

Publisher 

The Publisher is a server that makes data available for replication to other servers. The Publisher can have one or more publications, each representing a logically related set of data. In addition to being the server where you specify which data is to be replicated, the Publisher also detects which data has changed during transactional replication and maintains information about all publications at that site.  

Distributor

The Distributor is a server that hosts the distribution database and stores history data, and/or transactions and meta data. The role of the Distributor varies depending on which type of replication you implement. 

A remote Distributor is a server that is separate from the Publisher and is configured as a Distributor of replication. A local Distributor is a server that is configured to be both a Publisher and a Distributor of replication.

Subscribers

Subscribers are servers that receive replicated data. Subscribers subscribe to publications, not to individual articles within a publication, and they subscribe only to the publications that they need, not all of the publications available on a Publisher. Depending on the type of replication and replication options you choose, the Subscriber could also propagate data changes back to the Publisher or republish the data to other Subscribers.

Article

An article is a table of data, a partition of data, or a database object that is specified for replication. An article can be an entire table, certain columns (using a vertical filter), certain rows (using a horizontal filter), a stored procedure or view definition, execution of a stored procedure, a view, an indexed view, or a user-defined function.

Publication

A publication is a collection of one or more articles from one database. This grouping of multiple articles makes it easier to specify a logically related set of data and database objects that you want to replicate together. 

Subscription

A subscription is a request for a copy of data or database objects to be replicated. A subscription defines what publication will be received, where, and when, synchronization or data distribution of a subscription can be requested either by the Publisher (a push subscription) or by the Subscriber (a pull subscription). A publication can support a mixture of push and pull subscriptions.

The following diagram depicts the replication model:

	Microsoft SQL server uses publishing industry model to represent the components and processes in replication architecture. Publishing industry publishes Magazines/Books; there are Distributors and Agents who carry these publications to the Subscribers. Subscriber of the magazine obtains copies of the publication and read the articles of interest to him; this is how SQL Server Replication model works. Figure depicts the typical Publishing industry flow.

	 

	Based on the above model we can identify following Entities for the SQL Server replication model.

	· Publisher 

· Distributor 

· Agent 

· Subscriber 

· Articles 

· Publications 

· Subscriptions 


The Snapshot Agent is a replication agent that makes snapshot files, stores the snapshot on the Distributor, and records information about the synchronization status in the distribution database. The Snapshot Agent is used in all replication types (Snapshot, Transactional, and Merge replications), and can be administered by using SQL Server Enterprise Manager.

The Log Reader Agent is a replication agent that moves transactions marked for replication from the transaction log on the Publisher to the distribution database. This replication agent is not used in Snapshot replication.

The Distribution Agent is a replication agent that moves the snapshot jobs from the distribution database to Subscribers, and moves all transactions waiting to be distributed to Subscribers. The Distribution Agent is used in Snapshot and Transactional replications, and can be administered by using SQL Server Enterprise Manager.

The Merge Agent is a replication agent that applies initial snapshot jobs from the publication database tables to Subscribers, and merges incremental data changes that have occurred since the initial snapshot was created. The Merge Agent is used only in Merge replication.
Merge Replication

Merge replication is a most complicated replication type. It allows making autonomous changes to replicated data on the Publisher and on the Subscriber. With Merge replication, SQL Server captures all incremental data changes in the source and in the target databases, and reconciles conflicts according to rules you configure or using a custom resolver that you create. Merge replication is best used when you want to support autonomous changes the replicated data on the Publisher and on the Subscriber. 

Merge replication is helpful when: 

· Multiple Subscribers need to update data at various times and propagate those changes to the Publisher and to other Subscribers.

· Subscribers need to receive data, make changes offline, and synchronize changes later with the Publisher and other Subscribers.

· The application latency requirement is either high or low.

· Site autonomy is critical.

We chose merge replication to be the best fit to solve our redundancy issue. Since, it is the best-suited replication method for our scenario. Using this methodology, we can enable both the sites to independently operate as well as synchronize the data in a disciplined fashion. 

The following diagram depicts Merge Replication:
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Merge replication provides the highest level of autonomy for any replication solution. Publishers and Subscribers can work completely independently and periodically reconnect to merge their results. If a conflict is created by changes being made to the same data element at multiple sites, those changes will be resolved automatically. These characteristics make merge replication an ideal solution for applications like sales force automation where users need full read/write access to local replicas of data in a highly disconnected environment.

When conflicts occur (more than one site updated the same data values) merge replication provides automatic conflict resolution. The winner of the conflict can be resolved based on assigned priorities, or who first submitted the change, or a combination of the two. Data values are only replicated and applied to other sites when the reconciliation processes occurs, which might be hours, days or even weeks apart. Conflicts can be detected and resolved at the row level, or even at a specific column in a row.

The Snapshot Agent and Merge Agent perform merge replication. The Snapshot Agent prepares snapshot files containing schema and data of published tables, stores the files on the Distributor, and records synchronization jobs in the publication database. The Merge Agent applies the initial snapshot jobs held in the distribution database tables to the Subscriber. It also merges incremental data changes that occurred after the initial snapshot was created, and reconciles conflicts according to rules you configure or using a custom resolver you create.

How Merge Replication Works:

When a table is published using merge replication, SQL Server makes three important changes to the schema of the database. First, SQL Server identifies a unique column for each row in the table being replicated. This allows the row to be uniquely identified across multiple copies of the table. If the base table already contains a unique identifier column with the ROWGUIDCOL property, SQL Server automatically uses that column as the row identifier for that replicated table. Otherwise, SQL Server adds the column rowguid (with the ROWGUIDCOL property) to the base table. SQL Server also adds an index on the rowguid column to the base table.

Second, SQL Server installs triggers that track changes to the data in each row or (optionally) each column. These triggers capture changes made to the base table and record these changes in merge system tables. Different triggers are generated for articles that track changes at the row level or the column level. Because SQL Server supports multiple triggers of the same type on the base table, merge replication triggers do not interfere with the application-defined triggers; that is, both application-defined and merge replication triggers can coexist.

Third, SQL Server adds several system tables to the database to support data tracking; efficient synchronization; and conflict detection, resolution and reporting. The tables msmerge_contents and msmerge_tombstone track the updates, inserts and deletes to the data within a publication. They use the unique identifier column rowguid to join to the base table. The generation column acts as a logical clock indicating when a row was last updated at a given site. Actual timestamps are not used for marking when changes occur, nor deciding conflicts, and there is no dependence on synchronized clocks between sites. At a given site, the generation numbers correspond to the order in which changes were performed by the Merge Agent or by a user at that site.

Client Merge Replication Design:

Client will be installing 2 instances of database across the network (over the satellites) with their NMS Application. The idea is to have the replication done between these 2 instances. 

The idea is to build a master-master synchronization between two Microsoft SQL Server databases, and to take advantage of the integrated synchronization functionality of SQL Server. The replication sets of the source and target are identical. The replication process would detect and resolve potential conflicts at the row level. In addition, you want to be able to define the conflict resolution method according to your business needs (for example, the more recent change wins). 

The Master-Master Row-Level Synchronization design pattern uses a synchronization building block, which consists of two related replication links and a synchronization controller, the picture below shows Master-Master Row-Level Synchronization at the design level with the related replication links.
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Synchronization Controller

The synchronization controller manages the synchronization. It relates both replication links and controls their invocations. The controller uses its own repository to store information about the synchronization, for example the time of the last synchronization for the replication link pair. 

Source

The source contains the replication set, which is the data to be copied from the source and sent across a data movement link to the target.

Acquire

In the Master-Master Row-Level Synchronization pattern, the controller invokes the Acquire service. The Acquire service reads the data changes to be transmitted.

Manipulate

The Manipulate service performs simple data transformations, such as data type conversions and splitting or combining columns.

Write

The Write service updates the target with the manipulated rows. Before writing the updates, the Write service uses conflict detection and resolution methods to merge any data modifications that occurred after the last synchronization on both source and target.

Target

The Target is the database where the replication set is to be written.

Implementation Strategy:

The schemas of the publications in both Publisher and Subscriber are identical (MC_Master and MC_User Databases), since SQL Server merge replication does not support any manipulations during transmissions. The change in Schema at publisher database requires re-initialization of the subscriber database.

Note: Setting merge agent to run continuously rather than creating frequent schedules (such as every minute) will improve replication performance. When you set the Distribution Agent or Merge Agent to run continuously, whenever changes occur, they will be immediately propagated to the other servers that are connected in the topology. Because the agent is continuously running, it does not have to start and stop which causes more work for the server where the agent is running.

Configuring the Distributor:

a. Create the distribution database: This is an internal SQL Server database used from the Distributor. In our case the distributor would reside in the same server as publisher. 

b. Choose the snapshot folder: You can either choose the default folder for exchanging the initial snapshot files or you use a custom folder. The snapshot folder would also reside in local folder on the publisher, the folder needs to be available over the network as a share, so that subscriber can read from it.

c. Set up the Subscriber parameter: To define the default parameter for all subscribers, you can confirm the offered configuration options or customize them. In our case, we are utilizing most of the default parameters.

Define the publication:

a. For each table, decide whether to use the default conflict resolver provided or use a custom resolver. 

b. We are choosing continuous synchronization as opposed to periodic synchronization, since this would involve minimal switch over latency, once operator decides to switch over to the redundant server. Although, it may involve continuous execution of merge agent, but since not a whole lot of data would be modified, so there would be minimal traffic over the network for replication.

c. In our case we are using default conflict resolver, since in our case only one server would be active any point of time, there would be very minimal chances of conflict. 

d. If you want to use a custom Conflict Resolver that has additional requirements, it may be necessary to modify the table (for example to create last update wins conflict resolver, add a timestamp column for the DATETIME Conflict Resolver and create triggers to update it). 

e. Select the publication database that includes the replication set.

f. Select the possible database systems that the Subscribers will use: SQL Server 2000 or earlier versions of SQL Server.

g. Select the tables to be replicated; for each table, specify a conflict detection method and a Conflict Resolver. 

h. For each table, specify whether the entire table should be replicated, or restrict the table by specifying horizontal and vertical filters.

i. Decide whether anonymous Subscribers are allowed to subscribe to the publication.

j. Decide how often the Snapshot Agent creates new snapshots.

Define the subscription:

a. Decide if you want a pull or a push subscription.

b. Select the publication you want to subscribe to.

c. Choose the subscription database. 

d. Decide whether to initialize the subscriber using an initial snapshot from the publisher or whether to populate the database manually.

e. If you want to start the transmission automatically, define a schedule.

f. Verify that the SQL Server Agent is running at the Publisher, the Distributor, and all Subscribers. At this point, all elements of the replication link have been configured. From now on, both Publisher and Subscriber will log all changes to the specified replication set using triggers.

The SQL Server merge replication runs different jobs:

Snapshot Agent: Creates the initial snapshot on the Publisher.

Merge Agent: Applies the initial snapshot on the subscription database. Merges the changes from publication database and subscription database, and detects and resolve conflicts using the chosen Conflict Resolver.

Cleanup jobs: Clean up the Distribution Database on the Distributor.

Behind the Scene

Merge replication is most complex type of replication. Fortunately our script hides most of the stuff from the user. The script because of its command line nature can be called from anywhere, including the installation script. 

When merge application is created, the SQL server stored procedures makes modification to the database and tables that make up the articles. The replication setup makes sure that that all published tables have unique column for each row in the table. SQL Server looks for and uses unique identifier column with ROWGUIDCOL property set. If one is not found, SQL Server adds one. SQL Server then adds triggers to track the changes made to the data in the tables and adds to the database several system tables that are used to track changes and perform conflict detection and resolution.

Because merge replication tracks when a row changes and only its final state is replicated, a log reader agent is not required (that is, one row could change 100 times, but row would only be reconciled once). Merge replication uses the snapshot agent and the merge agent.

The following bulleted points describe what is happening behind the scene (while setup is executing): (Please refer to the installation script for exact stored procedures)

· Create the subscriber database 

· Install the server as a Distributor.

· Update agent profile defaults

· Add the distribution database 

· Add the distribution publisher 

· Add the registered subscriber

· Enable the replication database 

· Add the merge publication

· Add the merge articles

· Add the merge subscription

· Enable the replication database 

· Create the Initial Snapshot and apply to the Publications

· Apply Initial Snapshot to the Subscribers

The following bulleted points describe what is happening behind the scene (while replication is working):

· Snapshot agent executes (At certain interval, defined at the time of setup)

· Subscriber or Publisher or both update/delete/insert/select from articles.

· Merge Agent executes at a (At certain interval, defined at the time of setup)

· Merge Agent Merges data at destination database

· Distributor distributes the final changes (synchronizes) the changes to all the subscribers.









